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REFERENCE: "Principles of Computer Hardware", By Alan Clements pp. 271-288

#
Used by leading edge workstations: Sun Sparc series, IBM RISC/6000, Power PC, advanced Intel processors heading in this direction

#
Evolution of microprocessors though the 1970's -early 80's resulted in increasingly complex instructions (CISC - complex instruction set computer).


-
8 and 16 bit architectures and costly silicon real estate stimulated the evolution of complex instructions - make each instruction do as much as possible ... to the point of being baroque.


-
Excessive complexity results in some serialization of subprocesses and costly decodes of the operation.

#
RISC architecture uses simpler (but longer) instructions, favors functions which are most heavily used, uses parallelism in the execution of instruction, and avoids microprogramming. 


-
Favors a 32 bit architecture because of the use of longer instruction formats.

#
The use of microprogramming and implementing special purpose (but rarely used instructions encouraged the use if CISC.

#
Some statistics on instruction usage:

GROUP

1

2

3

4

5

6

7

8


USAGE (%)
45.3
28.7
10.75
5.92
3.91
2.93
2.05
.44


WHERE:
1 ==> DATA MOVEMENT




2 ==> PROGRAM CONTROL (BRANCH, CALL, RETURN)




3 ==> ARITHMETIC




4 ==> COMPARE




5 ==> LOGICAL




6 ==> SHIFT




7 ==> BIT MANIPULATION




8 ==> I/O AND MISC.
#
98% of all constant values are from -511 t0 +511

#
95% of dynamically called procedures require only 12 words of register space in order to pass parms between procedures.

#
The message:
74% of instructions executed are data movement and control, so optimize what is done most, rarely used complex tasks comprising the main tasks 

#
RISC does this optimization by exploiting a 32 bit architecture and the use of highly parallel execution (pipelined) of a more primitive (simpler instruction set.


... back to basics ...

#
Characteristics of a RISC architecture


a.
RISC processors should have sufficient on chip memory in the form of registers


b.
Need an efficient way of passing parameters between procedures (grout 2 instructions)


c.
Avoids infrequently used complex instructions - complex instructions waste silicon and introduces serialization (takes long to execute).


d.
Execute one instruction per clock cycle (on average)


e.
Avoid microprogramming


f.
Use a single instruction format (or few)  - simplifies decoding


g.
The word length should be sufficient to accommodate the op code and one or more operands.

Some implementation techniques:

register windows and pipelining ... watch this spot!


Register Windows

Reference: "Computer Organization And Architecture", pp. 434-440




by William Stallings




also Clements pp. 275-279 (see above)

#
RISC architecture exploits register speeds by using a large number of registers instead of memory


-
Registers have short efficient addressing or are hardwired



Registers avoid the bus bottle neck



are cheaper now than they used to be

#
"Traditional" architecture experience performance hits during procedure calls due to relying on main memory for parameter passing, return values, and storage for local variables.

#
Thus RISC machines use a large number of registers residing on the same chip as the alu and control unit ... the "register file"

#
Berkeley RISC group came up with a scheme called "register windows" which optimize parameter passing in nested procedure calls and greatly reduce the use of memory for local variables.


-
Traditionally registers are scarce and must be shared (ex. intel 8086).


-
When data is passed and received via register (calls and returns), the registers must be freed up by buffering data in memory ... a main performance bottleneck.


-
In a RISC architecture, we use a lot of registers and only rarely have to go to memory.
#
How it's done

-
Studies show:



That  a typical proc uses only a few passed parameters and local variables



The depth of procedure nesting is within a narrow range for most cases (see Clements fig 5.24, p. 276)


-
To exploit these properties:



Use multiple small sets of registers - each assigned to a different procedure.



A procedure call automatically switches the CPU to use a different fixed-sized "window" of registers (rather than saving registers in memory)



The window for adjacent procs overlap to allow parameter passing.



 R10-R15   R16-R25  R26-R31



+-------------------------+

WINDOW  |PARM.   |LOCAL   |TEMP.  |   CALL LEVEL J

I       |REGS.   |REGS.   |REGS   |

        +-------------------------+

                           CALL -

                           RETURN

                          +------------------------+

WINDOW                    |PARM.  |LOCAL   |TEMP.  |  CALL LEVEL J+1

I+1                       |REGS.  |REGS.   |REGS.  |

                          +------------------------+







   R10-R15   R16-R25  R26-R31









-
At any one time, only one window is visible and accessible as if it were the only set of registers


-
Window divided into 3 fixed -sized areas.



Parameter registers hold parameters passed from the proc that called the current proc and results to be passed back.



Local registers are used for local variables (assigned by compiler)



Temporary registers used to exchanged parameters and results back to caller ... the temporary regs at one level are physically the same as the parameter registers at the next lower level.



This overlap permits parms to be passed without actual data movement.


-
In principle, to handle any possible pattern of calls and returns, the number of register windows would have to be unbounded



but...


-
Statistically the number of activations is relatively small, and even if it is rarely large, we can use register windows to hold the few most recent proc calls ... older calls will be saved in memory (a rare event) and later restored on returns.


-
Thus the register file is organized as circular buffer of overlapping windows.



See Stallings fig. 12.2, p. 436


-
As windows are activated, we will eventually run into the first one ... in this case save the first one in memory - since the newest activation would overwrite it's parameter registers. (an interrupt occurs and the swp (saved window pointer) is incremented.



The cwp is incremented/decremented as functions are called/returned



The swp is incremented/decremented as windows are saved/restored


-
An n window register file can hold only n-1 procedure activations


-
If n = 8, save/restore is needed for only 1% of calls/returns

#
Global Variables


-
The above works for local variables - but what about global variables - accessed by more that one procedure.


-
The use of main memory is  a method but is inefficient due to the memory/bus bottle neck


-
More efficient:



assign registers 0-9 to globals ... available to all procedures



Registers fixed in number and available to all procedures

Compiler decides which global variables to assign to these registers


Instruction Pipelining

Reference: Stallings: PP. 400-409, 447-451

The Basics

#
Parallelism built into the processor hardware


-
The logical sequence of events in the execution of an instruction is generally wasteful of time.



Example: while an instruction is doing arithmetic using registers, the memory is idle ... why not fetch the next instruction during this time?


-
The key idea is to overlap the processing of multiple instructions.

#
Decompose the processing of instructions into phases

#
Simplest decomposition is two phases or stages: fetch and execute


1st stage fetches and buffers the instruction


2nd stage (execution) receives the buffered instruction from the 1st stage when it is free


While 2nd stage is executing, the 1st stage takes advantage of any unused memory cycles to fetch and buffer the next instruction:  this is called instruction prefetch or fetch overlap.

#
Problems with this approach (fig 11.11):


-
Execution time is generally longer than fetch time.



fetch stage may have to wait before it can empty its buffer.



Ideally we would like to have the various stages of instruction processing take the same amount of time.


-
A conditional branch instruction makes the address of the next instruction uncertain ... thus fetch stage waits until the execute stage (branch) determines the next instruction address.


Both situations results in performance loss - the latter can be reduced by guessing at ,the outcome of the branch.

#
An improvement would be to decompose the instruction processing into smaller steps (finer granularity) so that there would be less variation in processing time among the stages:

FI
fetch instruction


DI
decode instruction opcode/operands


CO
calculate operands (effective addresses)


FO
fetch memory operands


EI
execute instruction - calculate operation, retain results in non‑memory location


WO
write operand - write results to memory


Various stages (7 of them) will be more nearly equal in duration

#
Non-pipelining (serial) performance: 1/7  = .143 inst/unit time

#
Assume that all stages can be performed in parallel - in particular a multiport memory is used: FI, FO, AND WO are done at the same time
#
Timing diagram with no branching:


TIME==> 1   2   3   4   5   6   7
8
9 
10 
11
12
13
14




INST 1
FI
DI
CO
FO
EI
WO


INST 2

FI
DI
CO
FO
EI
WO


INST 3


FI
DI
CO
FO
EI
WO


INST 4



FI
DI
CO
FO
EI
WO


INST 5




FI
DI
CO
FO
EI
WO


INST 6





FI
DI
CO
FO
EI
WO


INST 7






FI
DI
CO
FO
EI
WO


INST 8







FI
DI
CO
FO
EI
WO


INST 9








FI
DI
CO
FO
EI
WO


MAXIMUM PERFORMANCE: 9/14 = .643 INST/UNIT TIME

#
Timing diagram with a branch:


TIME==> 1   2   3   4   5   6   7
8
9 
10 
11
12
13
14




INST 1
FI
DI
CO
FO
EI
WO


INST 2

FI
DI
CO
FO
EI
WO


INST 3


FI
DI
CO
FO
EI
WO  (CONDITIONAL BRANCH TO 15)


INST 4



FI
DI
CO
FO ------->



INST 5




FI
DI
CO ---------->


INST 6





FI
DI -------------->



INST 7






FI ------------------>


INST 15







FI
DI
CO
FO
EI
WO


INST 16








FI
DI
CO
FO
EI
WO


Reduced performance: 5/14 = .36 inst/unit time


As soon as it is determined that the branch is successful, the hardware purges the pipeline of started instructions which will not be useful (inst. 4,5,6,7) and starts over with inst. 15.   no instructions complete during time units 9 through 12


#
Why not continue to increase the number of stages in pipelining?


-
The more stages the more complex the logic becomes in order to resolve conflicts and perform overhead functions involves in moving data and keeping data from being disturbed by side affects from "dead instructions" still in the pipe (ie., unused instructions resulting from a branch).

#
Some techniques (stallings p. 405):


(need more detail)


Multiple instructions streams (pipelines) - pipeline fetches both possible next instruction on a conditional jump - problem: contention for for access of registers and memory.


Prefetch branch target - prefetch target of branch


Loop buffer - like a cache but - loop buffer contains n most recently fetch instructions in sequence


Branch prediction - predict outcome of jump test,



static - 
no decision at run time



dynamic -
determine statistics at run time from recorded actual data (recent data)


Delayed branch - see below

The use of pipelining in RISC architectures

#
Consider two types of RISC instructions:


Two phase instructions (register-to-register):


I
instruction fetch


E
execute


Three phase instruction (load and store operations)


I
instruction fetch


E
execute -includes calculation of memory address


D
memory - register-to-memory/memory-to-register operation
#
No pipelining:


load   a<-m

I
E
D


load   b<-m 



I
E
D


add    c<-a+b






I
E


store  m<-c









I
E
D


branch x











I
E

#
Two way pipelining (single port memory - one access at a time):


load   a<-m

I
E
D


load   b<-m 

I
*
E
D


add    c<-a+b



I
*
E


store  m<-c






I
E
D


branch x







I
*
E


noop










I
E


wait state (*) needed due to resolve single port memory conflicts - results in reduced performance


noop needed due to predictable unconditional branch - accounts to purging of the pipe on branch

#
three way pipelining (dual port memory - two accesses at a time ok):


load   a<-m

I
E
D


load   b<-m 

I
E
D


noop




I
E


add    c<-a+b



I
E








store  m<-c





I
E
D


branch x






I
E


noop








I
E


The 3rd instruction must be a noop because add C<-A+B instruction must wait for the preceding load B<-M instruction to execute

#
Four way pipelining


-
Ideally we would like to make all subtasks take approximately the same time, but execute typically takes longer than the others


-
The break execute e into:



E1: register file read



E2: ALU operation and register write

load   a<-m

I
E1
E2
D


load   b<-m 

I
E1
E2
D


noop




I
E1
E2


add    c<-a+b



I
E1
E2








store  m<-c





I
E1
E2
D


branch x






I
E1
E2


noop








I
E1
E2


Although overall number of cycles increased, the overall performance will slightly increase because the time per cycle can be reduced with more overlap

#
Delayed branch technique:

 
Instead of inserting a noop after an unconditional jump we can do a delayed branch and omit the noop:


Schedule the jump to be executed before the previous instruction, but the jump is delayed until the previous instruction is executed - ie., the previous instruction takes the place of the noop

Normal sequence:


100 load x,a
I
E
D


101 add 1,a


I
E


102 jump 106


I
E


103
noop




I
E

...


106 store a,z




...I
E
D


Reversed instructions:


100 load x,a
I
E
D


101 jump 105

I
E


102 add 1,a



I
E


...


105 store a,z




...I
E
D


note that the add instruction is fetched before the execution of the jump instruction has a chance to alter the program counter - the original semantics are retained.


Summary (Stallings pp (440-441)

#
Why CISC


-
A desire to simplify compilers and improve high level languages (HLL) - minimize generated code and reduce instruction execution count (get hIgher speed)

#
Why not CISC 


-
CISC intructions are hard to exploit since the compiler must find those cases that exactly fit the hll source construct.


-
This is actually hard to do with CISC instructions


-
Statistics show most instructions of a compiled program are simple ones.

#
It is not clear that CISC programs result in smaller modules.


The symbolic representation may be shorter but not the compiled results.

#
Characteristics of RISC architectures


-
One machine instruction per machine cycle



A RISC machine cycle is the time it takes to fetch two operands from registers, perform an ALU operation, and store teh results in a register.


-
RISC instructions should be no more complicated than, and execute about as fast as CISC microinstructions.


-
No need for microcode (RISC instructions hardwired)


-
Most RISC instructions are register to register ... only load and store require memory


-
Emphasis on register-to-register operations is unique to RISC designs


-
RISC uses simple addressing modes.
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